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Definitions



Artificial intelligence

* Artificial intelligence (Al) is an umbrella term
to describe computational systems that mimic
tasks associated with human intelligence.

* Al as an academic discipline has existed since
the 1950s.

* Despite its name, Al tools cannot actually
‘understand’ or ‘reason’ as brains can.



Machine Learning

* Machine Learning (ML) is a field of artificial
intelligence (Al) studies in which algorithms
can learn from and improve themselves
through training on data sets, and therefore
improve or ‘self-teach’ without explicit
instructions.



Neural Networks

* Neural Networks are a type of computation
model inspired by the structure of neurons in
orains, and are a machine learning model for
orobabilistic pattern recognition. Large

anguage models are a type of neural network.




Generative Al

* Generative Al is a type of Al which can
generate images or text. GenAl differs from
Extractive Al, or algorithms that analyze data
for patterns and extract key information.



Large Language Models

* Large Language Models (LLMs) are a type of
machine learning model for natural language
processing. They are trained on truly
enormous data sets, mainly generated from
(mostly copyrighted) web-data and can
subsequently generate text that mimics or
models natural language capabillities.



Large Language Models

* LLMs, like other kinds of language models,
are trained to predict the likelihood of a
‘token’—such as a character, words or
sentences—based on proceeding or
surrounding context, like a user query.



Major issues with
generative Al

(outside of education)



The “hallucination” problem

* LLMs are not designed to produce accurate
information, but to mimic human language and
therefore can never be “right”.

* Called ‘hallucinations’ because of LLMs make
up facts, statistics or work that do not exist

* It’s “bullshitting”, in the Frankfurtian sense
(intended to persuade without regard for truth)



e “confidently wrong” problem

Generative search tools were often confidently w in our study

The Tow Center asked eight generative search tools to identify the source article, the publication and URL for 200 excerpts
extracted from news articles by 20 publishers. Each square represents the citation behavior of a response.
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Jazwinska, Klaudia, and Aisvarya Chandrasekar. “Al Search Has A Citation Problem.” Columbia Journalism Review.



HH Data Mining and Machine Learning Lab

Is Chain-of-Thought Reasoning of LLMs a
Mirage? A Data Distribution Lens

Chengshuai Zhao!, Zhen Tanl!, Pingchuan Mal, Dawei Li!, Bohan Jiang!, Yancheng Wang!, Yingzhen Yang!
and Huan Liu!
1 Arizona State University, USA

Chain-of-Thought (CoT) prompting has been shown to improve Large Language Model (LLM) performance
on various tasks. With this approach, LLMs appear to produce human-like reasoning steps before
providing answers (a.k.a., CoT reasoning), which often leads to the perception that they engage in
deliberate inferential processes. However, some initial findings suggest that CoT reasoning may be more
superficial than it appears, motivating us to explore further. In this paper, we study CoT reasoning via a
data distribution lens and investigate if CoT reasoning reflects a structured inductive bias learned from
in-distribution data, allowing the model to conditionally generate reasoning paths that approximate
those seen during training. Thus, its effectiveness is fundamentally bounded by the degree of distribution
discrepancy between the training data and the test queries. With this lens, we dissect CoT reasoning via
three dimensions: task, length, and format. To investigate each dimension, we design DATAALCHEMY,
an isolated and controlled environment to train LLMs from scratch and systematically probe them under
various distribution conditions. Our results reveal that CoT reasoning is a brittle mirage that vanishes
when it is pushed beyond training distributions. This work offers a deeper understanding of why and
when CoT reasoning fails, emphasizing the ongoing challenge of achieving genuine and generalizable
reasoning. Our code is available at GitHub: https://github.com/ChengshuaiZhao0/DataAlchemy.

[cs.AI] 13 Aug 2025



The environmental problem

* Using LLMs increases CO, emmissions and
causes water shortages

* The scale is staggering: McKinsey projects 26%
growth in global data centre capactity

* That is 10x in 10 years, 100x in 20 years
* The current investment exceeds that trend



The environmental problem

* At this rate, Al alone will make us miss the
emmission targets to curb global warming

* Even it the bubble bursts, the Al hype leads to
delay in phasing out of fossil generation

* Individual use is small but drives adoption and
growth. So by using Al we are destroying our
own environment.



The lock-in problem

* Generative Al tools are highly subsidized at
the moment. Even paid subscriptions do not
reflect the actual costs of the technology.

* This is because Al tools require high
computing usage, which increases companies’
and organizations’ cloud computing bills.



The lock-in problem

* The Al industry is dominated by a handful of
companies (OpenAl, Google, Microsoft, etc).

* As organizations become dependent on
generative Al tools, they will become ‘locked in
to these services and the price will
subsequently increase.

)



The theft problem

& SIGNIN/UP TheA Register’

LEGAL

Anthropic to pay at least $1.5 billion to authors whose
work it knowingly pirated

Expect more ‘slush funds’ of this sort, analyst tells E/ Reg

A Simon Sharwood Mon 8 Sep 2025 05:32 UTC



The theft problem

* OpenAl and other companies trained their
LLMs on copyrighted content, including those of
artists, journalists and academics.

* They even used pirated libraries like LibGen.

* Al crawlers slurp anything they can get
regardless of the license and actively try to
break through server defenses.



The privacy problem

ChatGPT users shocked
tolearn their chats
were in Google search
results

OpenAl scrambles to remove personal ChatGPT conversations
from Google results.



The privacy problem

* LLMs cannot guarantee privacy, and
information inputted into chatbots may
resurface in future queries.

* For example, an NHS hospital was
reprimanded by the Information
Commissioner's Office (ICO) for sharing patient
details with Google (Burgess, 2017).



The dangerous information problem

* Because they are being promoted so
aggressively, the public is not aware that the
information produced by LLMs cannot be

trusted.



The dangerous information problem

* This has resulted in users being given
Inaccurate or dangerous information, such as
encouraging users to commit suicide, assuring
them that medication or materials are safe to
ingest, or providing false information for critical
tasks such as how to file taxes or investment
advice.



The dangerous information problem

* It has also spurred the use of deep fake
Images, voices, videos and information, further
contributing to the proliferation of scams and
false political information.



The labour problem

* For example, Time Magazine found that
“OpenAl Used Kenyan Workers on Less Than $2
Per Hour to Make ChatGPT Less Toxic”

* Many of these individuals developed PTSD
due to the violent nature of the content they
monitored.



The labour problem

* The data for training and output of LLMs
always needs human intervention to tag or
monitor the systems.

* Al companies have outsourced this labor to
exploited workers, largely in the global south.



The workplace problem

* Al is being adopted by private and public
industry for tasks it demonstrably cannot do in
order to displace human workers and
employees and replace them with technological
systems it can control.



The workplace problem

* Al is being used as a form of outsourcing
which removes humans from decision-making
or creative capacities in all industries, from
science to music, resulting in a labor force that
are more vulnerable, exploited and precarious.



The enterprise problem

NEWSLETTERS- CFO DAILY

MIT report: 95% of
generative Al pilots at

companies are failing

( BY SHERYL ESTRADA
* SENIOR WRITER AND AUTHOR OF CFO DAILY

August 18, 2025 at 6:34 AMEDT




The enterprise problem

8 sionmi e The A Register’ Q

PUBLIC SECTOR

UK government trial of M365 Copilot finds no clear
productivity boost




The enterprise problem

*“Al Will Replace Most Jobs in the Next Few
Years”

— Research found limited layoffs from GenAl, and
only in industries that are already affected
significantly by Al.

There is no consensus among executives as to
hiring levels over the next 3-5 years.



The enterprise problem

*“Generative Al is Transforming Business”
— Adoption is high, but transformation is rare.

Only 5% of enterprises have Al tools integrated in
workflows at scale

7 of 9 sectors show no real structural change.



The enterprise problem

*“Enterprises are slow in adopting new tech”
— Enterprises are extremely eager to adopt Al

90% have seriously explored buying an Al solution



The enterprise problem

*“The biggest thing holding back Al is model
quality, legal, data, risk”

— What's really holding it back is that most Al tools
don't learn and don’t integrate well into workflows.

*The best enterprises are building their own
tools

— Internal builds fail twice as often.



The political problem

* Al is increasingly being adopted by
governments and organizations as a form of
‘technological solutionism’ to paper over the
erosion of public infrastructure,

from the partnership between NHS and Palantir, to
deploying ed-tech in classrooms, to Elon Musk’s

DOGE using Al to dismantle US government
institutions.



The political problem

* Wherever there is a problem that Al is
purported to be able to ‘solve, there is almost
always a group of people who already know
how to do it better but have been chronically
underfunded—whether they are teachers,
doctors or government workers



The economic problem

* The Al bubble is the biggest bubble ever, 17x
the size of the dotcom bubble

* Al investment is all that props up US economy

* But the investment in Al data centres is
entirely circular

* Bank of England and Deutsche Bank have both
warned of imminent crash




Major issues with
generative Al
in education



ChatGPT &
cheating




ChatGPT may be used for cheating
(but so many things can).

* There are widespread fears that students will
use ChatGPT to cheat on assighnments.

* However, conceptually, using ChatGPT to
cheat on assignments or exams is not so
different from any of the other cheating
methods



ChatGPT may be used for cheating
(but so many things can).

* Students may already choose to cheat on
assignments by hiring others to write their
essays or code, copying from StackOverflow or
using Google Translate on language tests.



ChatGPT may be used for cheating

(but so many things can).

* Students, however, may use LLMs at many
different points of the learning or assessment
process (summarizing readings, to edit their
grammar or writing, or to generate code) which
currently seem a ‘grey zone’ and are often going
to chatbots as alternatives to Google search.



ChatGPT may be used for cheating
(but so many things can).

* ChatGPT may fuel an educational ‘moral panic’
about cheating, which may lead to moves
towards suboptimal assessments or adoption of
harmful surveillance tech and disrupt
instructor/student relationships.



ChatGPT &
student welfare




ChatGPT disrupts students’

learning processes

* Studies have shown that ChatGPT disrupts the
learning of students, who use it as a crutch in
the learning process and subsequently perform
worse when the tool is taken away.

* This is true for humanities and writing as well
as STEM subjects, such as math and coding.



ChatGPT disrupts students’

learning processes

* Telling students to ‘fact-check’ or ‘verify’ what
ChatGPT tells them is not a helpful framework:
being able to “spot errors” in LLM outputs relies
upon them already being experts in topics or
have the critical reading and writing skills we
are attempting to teach them.



Student welfare is harmed by

aggressive marketing

* Student welfare is harmed by larger Al eco-
system and aggressive marketing campaigns.

* Students do not always have sufficient
knowledge or understanding of what Al is.



Student welfare is harmed by

aggressive marketing

* ChatGPT and or other Al tools are being
aggressively marketed to students, preying on
their insecurities as students in highly
competitive environments.

* Students may feel that they can only compete
against other students by using Al tools
(whether this is true or not).



Students believe there is no point

In learning in an Al world

* There is a sense of hopelessness about the
value of learning or of university education in
general, as the larger landscape of Al adoption
in the workforce or industry means they are
entering into a more precarious and vulnerable
job market.



Students believe there is no point

In learning in an Al world

* Many do not believe their jobs—whether a
journalist, musician, biologist or computer
programmer—will actually exist in the future.



Re-evaluating
the purpose of
the university



Educators are also using ChatGPT

* Educators are also using ChatGPT in order to
mark or produce assignments, or even in their
own research and peer review.

* Students are often aware of this and it raises
further questions about the role of the
instructor/student relationship and the wider
purpose of education.



Automated learning and teaching

* The panic around ChatGPT in higher education
has only highlighted how automated the
processes of learning and teaching in
universities has already become.

* ChatGPT usage demonstrates how automated
and quantified student assessment already is.



Automated learning and teaching

* The crisis around Al presents an opportunity
to communicate to students the value of
learning.

* Universities should seek to operate as sites of
learning, rather than rubber stamp factories for

customer-students to communicate they are
hirable.



More creative ways to evaluate
and encourage learning

* There are more creative ways to evaluate and
encourage good student learning, such that the
use of ChatGPT is of no help and which may
encourage students to think critically about
what ChatGPT is doing.




Al and the
erosion of
Higher Education



Al is being used as an excuse to
defund education systems

* Al is being used as an excuse to defund
education systems, and divert resources
towards technology companies.

* This is true for all levels of education,
especially primary and secondary schools



Al will displace the work of
teachers and researchers

* Al agents will be used to displace human
teachers and academic researchers’ work will
be stolen and used to train Al bots.

* There have already been calls for Al agents to
take over as instructors or lecturers at
universities.



Al aims to displace the work of
teachers and researchers

* The adoption of Al tools may force academics
to provide copyrighted material—either their
lectures or research—that will be used for the
training data of these Al agents.



Adoption of Al is forced upon us

* Students, instructors and universities are not
being asked to adopt Al, we are being subjected
to it whether we choose to or not.



The role of
the university is
to resist Al



Resisting Al

* is to apply rigorous questioning to the idea
that Al is inevitable.

* is necessary to preserve the role of higher
education in developing a tolerant society.



DaSeC
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